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Abstract—A singing voice separation system is a hard yet
popular task in the field of music information retrieval (MIR).
If successfully separated, a number of algorithms can be applied
to vocal melody for any possible application. In this study, we
applied a pitch estimation algorithm after separating a singing
voice from background music based on the implementation
of REPET [1]. Then we evaluated our algorithms on MIR-
1K dataset using different combinations of parameters and
compared the results with ones found on literatures. We found
out that although comparable, our implementation of music/voice
separation was not as good as the ones found in [1], and the pitch
estimation algorithm returned about 67% accuracy.

I. INTRODUCTION

The human auditory system has a capability of separating
sounds from different sources. Although the ability to hear
out vocal line from accompanied musical instruments is an
effortless task to humans, it is not so easy for machines.
Although difficult, a singing voice separation system has
drawn much attention in recent years due to its wide range of
applications, including automatic lyrics recognition/alignment,
instrument/vocalist identification, pitch/melody extraction, and
audio post processing. Once singing voice is accurately ex-
tracted from a mixed signal, a number of different algorithms
can be used for aforementioned applications. In this study,
we implemented music/voice separation followed by pitch
estimation for a possible manipulation of singing voice from
monaural popular music recordings. Therefore, this study
consists of two separate tasks, which include 1) singing
voice separation from monaural popular music recording and
2) pitch estimation of separated vocal melody. The system
diagram is outlined in Figure 1 and is organized as follows:
The previous studies on both singing voice separation and
pitch estimation will be discussed in section II, and our
implementation of both tasks will be explained in section III.
Evaluation of our implementation using a dataset is discussed
in section IV, followed by a conclusion in V.

II. LITERATURE REVIEW

A. Music/Voice Separation

There are a number of music/voice separation algorithms
proposed in different papers [1]–[7], of which many utilize
supervised learning method to identify vocal and non-vocal
segments before applying a variety of techniques such as
spectrogram factorization, accompaniment model learning, and

Fig. 1. System Diagram

pitch-based inference techniques to separate the lead vocals
from the background music signal.

In [2], Vembu et al. used neural network and support
vector machine (SVM) as classifiers for distinguishing vo-
cals from instrumental music, using three features, including
mel-frequency cepstral coefficients (MFCC), perceptual lin-
ear predictive coefficients (PLP), and log frequency power
coefficients (LPFC). After identifying vocals from non-vocal,
they used statistical techniques like independent component
analysis (ICA) or non-negative matrix factorization (NMF) to
separate the vocal track from polyphonic music samples with
a single voice.

In [3], Li et al. also used MFCC, PLP, and liner prediction
coefficients (LPC) to train a gaussian mixture model (GMM)
classifier to detect singing voice. Then, using a predominant
pitch estimation algorithm, the pitch contours were extracted
from classified vocals. Finally, vocal track was separated as a
means of binary masking.

In [4], Raj et al. used a statistical modeling method to
separate foreground voice from background music as they
hypothesized that the song is a combined output of two
generative models, in which one generates the foreground and
the other the background. Therefore, they modeled individual
frequencies as the outcomes of draws from a discrete random
process and magnitude spectrum of the signal as the outcome
of several draws of the process. Then, using an Expectation
Maximization (EM) algorithm, the parameters of two models
are learned.

B. Pitch Estimation

There have been various pitch estimation strategies proposed
for music and speech audio signal [8]–[14] and time-domain
autocorrelation function (ACF) has been one of the most
popular algorithm for single fundamental frequency estimation



[8], [9]. Also, several variations have been introduced based
on this method.

In [10], Noll proposed cepstral analysis method that resem-
bles ACF done with DFT and IDFT. This involves a few new
concepts in the cepstral domain, but the overall process can be
thought as a variation of ACF with a different scaling scheme.

In [11], de Cheveigne et al. proposed another variation of
ACF, named YIN. Instead of measuring the correlation value,
YIN calculates the distance between two correlated signals,
yielding robust pitch estimation performance.

In [12], Meddis et al. proposed a model that resembles hu-
man cochlear pitch perception with summary autocorrelation
function (SACF), and Slaney [13] and Klapuri et al. [14]
introduced efficient algorithms to approximate the auditory
model. In these methods, the audio signal is split by a
gammatone filterbank, and the periodicity of each channel is
individually analyzed by autocorrelation function and summed
across channels to estimate multiple fundamental frequencies.

III. METHODOLOGY

The scope of difficulty in music/voice separation and pitch
estimation depends on the complicatedness of the mixed
signal. As a bottom-up processing, we narrowed down the
scope of the problem by defining the mixed input signal to be
consisted of following four attributes: 1) Monaural recording
2) Pop song 3) One verse 4) Monophonic vocal line.

A. REPET

Our implementation of voice/music separation is based on
the algorithm proposed in [1], which is called REpeating
Pattern Extraction Technique (REPET). REPET is a very
simple yet robust algorithm compared to previously proposed
algorithms described in section II. Unlike [1]–[7], REPET
does not require learning process nor particular statistics – e.g.
MFCC or chroma features to identify vocal and non-vocal, but
only requires repetitive segments in the signal. The justification
of this algorithm is based on the assumption that many popular
songs have a repeating background over non-repetitive vocal
line – hence the reason for second and third attributes for the
mixed input signal. Although REPET can only be applied to
signals containing repetition, the idea of this algorithm can
be expanded and applied to any signal once the structure of
the signal is retrieved by existing algorithms proposed in [15],
[16]. REPET consists of three parts, which is illustrated in
Figure 2

Fig. 2. Diagram of (REPET) Music/Voice Separation Algorithm

1) Repeating Period Identification: Repeating period can
be retrieved by first computing the autocorrelation of the
squared power spectrogram V 2 of given input signal x. In
other words, after calculating Short-Time Fourier Transform
(STFT) X , the magnitude spectrogram V is derived by taking

the absolute value of X . Autocorrelation is computed for
each row of V 2 and resulted in the matrix B as follows:

B = (
1

(N
2 + 1)− l

)real(IFFT (|Vpadded|2)))

Vpadded = FFT (V 2) (1)

where N, l denotes number of samples in each block and the
number of lag, respectively. Each row of V is zero-padded
to next power of 2 before taking FFT. The overall acoustic
self-similarity or beat spectrum, b, is found by first averaging
across the rows of B, normalizing by its first element (lag 0),
and finally discarding the first element as such:

b(j) =
1

n

n∑
i=1

B(i, j) then b(j) =
b(j)

b(1)

b(j) = b(2 : end)

for j = 1...l. (2)

Once the beat spectrum is calculated, the repeating period
p is estimated by finding which period in the beat spectrum
has the highest mean accumulated energy over its integer
multiples. In other words, if we let j be a possible period in
b, we check for its integer multiples – e.g., j, 2j, 3j, etc. – to
find out whether the highest peak exists in their neighborhood,
a ∈ [i−∆, i+ ∆], where ∆ is a variable distance parameter
and i is the integer multiples of j.

We also let j be at least 1/3 of the length of b so that there
is at least three repeating segments in the beat spectrum. In
addition, the longest 1/4 of b is also discarded as the longer the
lag terms, the fewer coefficients are used to compute similarity.

2) Repeating Segment Modeling: After finding the repeat-
ing period p, we evenly segment the spectrogram V into r
segments of length p with respect to time. Then we simply
derive the repeating segment model, S, by finding the element-
wise median among the segments. By taking the median,
the repeating pattern can be captured by S, while the non-
repeating vocal can be removed by it.

3) Repeating Pattern Extraction: The repeating spectro-
gram model W is derived by taking the element-wise min-
imum between the repeating segment model S and each of
the r segments of the spectrogram V . Since the length of
b might not be an exact multiple of p, we define h to be the
length of remainder after taking r segments from b. Therefore,
when calculating element-wise minimum, we find minimum
between V and r + 1 segments for the first h samples in S
and r segments for the remaining p−h samples. The rationale
is based on the assumption that V is the sum of a non-
negative repeating spectrogram W and a non-negative non-
repeating spectrogram V −W , which leads to the conclusion
that V ≥W , hence the reason for taking the minimum.

After calculating W , we derive a soft time-frequency mask
M by element-wise normalizing W by V so that repeating
time-frequency bins are appropriately weighted toward values
near 1 while non-repeating time-frequency bins are weighted



toward values near 0. Finally, M is symmetrized and mul-
tiplied to X to derive D. The estimated background music
signal, xmusic, is obtained by calculating the inverse DFT of D
and the estimated foreground voice signal, xvoice is obtained
by simply subtracting xmusic from the mixture input signal x.

B. Pitch Estimation

We chose ACF to estimate the pitch of the separated singing
voice. ACF can be computed very efficiently using FFT and
IFFT, and it demonstrates a robust performance on pitch
estimation of speech and monophonic voice signal [9].

1) Autocorrelation Function: We first calculate the STFT
Xk of the separated voice audio signal. Since this is a
separate process from the music-voice separation, we may
choose to pick a different window size, N = 1024 for
example. If there exists a stable pitch f0 within the frame
t0, the magnitude spectrum at that frame |Xk(t0)| will have
peaks on the frequency bins corresponding to the multiples
of f0. To detect this, we match the squared magnitude of
this frequency spectrum with cosine waves and obtain the
following autocorrelation function rl, representing the match
value for the lag l ∈ [0, L]:

rl(t) =

(
1

N − l

)N−1∑
k=0

cos(2π
l

N
k) |Xk(t)|2 (3)

which can be efficiently calculated as:

rl(t) =

(
1

N − l

)
real(IFFT(|Xk(t)|2)) (4)

Before doing this, the squared magnitude spectrum |Xk(t)|2
must be zero-padded to the next power of 2 after (N+L)−1.
The pitch value p(t0) for the frame t0 is estimated by:

p(t0) =
fs

lmax(t0)
(5)

where fs is the sampling rate of the separated signal and

lmax(t0) = argmax
l

rl(t0) (6)

2) Pre- and post-processing: Even though the autocorrela-
tion function gives a reliable result for monophonic signals, we
want to pre- and post-process the separated audio signal, since
some of the background music signal will most likely leak into
this and seriously affect accurate pitch estimation. We employ
several processing methods to minimize the artifacts caused
by noisy separation result. Before the STFT, the separated
signal is high-pass filtered at fHP to reduce the influences
of drums and bass and normalized to have unit-variance. Note
that we did not normalize to zero-mean, since it misrepresents
the local energy that we will use in the following step. After
we estimate the pitch for each frame, we discard irrelevant
pitch information, which is determined by fulfilling one of the
following criteria:
• Local RMS energy is lower than the threshold E
• Maximum rl value is lower than the threshold R
• Pitch is not within the vocal range

Then, we apply a moving median filter over the remaining
pitch sequence to smooth out local instability.

IV. EVALUATION

Evaluation of both singing voice separation system and
pitch estimation algorithm was done on MIR-1K [6] dataset
proposed by Hsu et al. The dataset consists of 1,000 song
clips extracted from 110 karaoke Chinese pop songs with split
stereo channels, in which the music and voice is recorded
separately on left and right channel. The dataset also provides
manual annotation of vocal melodies in semitones from which
we evaluated the performance of pitch estimation algorithm
with gross error count.

A. Music/Voice Separation

1) Performance Measures: For evaluation of music/voice
separation system, we followed the performance measurement
used in [1]. Rafii et al. compared the values of Global Nor-
malized Source-to-Distortion Ratio (GNSDR) between their
implementation (REPET) and the works of others. We also
calculated GNSDR for our implementation and compared
the result with REPET. Although our implementation was
based on REPET, since we did not follow exactly same
procedure as they did in their work, we wanted to see how
our implementation would perform in comparison to theirs.

To measure performance in source separation, we used the
BSS EVAL toolbox1 designed by Fèvotte et al. The toolbox
provides a set of measures to quantify the quality of the
separation between a source s and its estimate ŝ by returning
values such as einterf , enoise, and eartif , where ŝ is defined
as follows:

ŝ(t) = starget(t) + einterf (t) + enoise(t) + eartif (t) (7)

where starget is an allowed distortion of source s, einterf
is the interferences of the unwanted sources, enoise is the
perturbation noise, and eartif is the artifacts introduced by
the separation algorithm [17]. In addition, the calculation of
Source to Distortion Ratio (SDR), Normalized SDR (NSDR)
and GNSDR are defined such that:

SDR = 10 log10(
||starget||2

||einterf + eartif ||2
) (8)

NSDR(ŝ, s, x) = SDR(ŝ, s)− SDR(x, s) (9)

GNSDR =

∑
k

wk NSDR(ŝk, sk, xk)∑
k

wk
(10)

where wk is a weighting factor, which is simply the length of
the mixture signal. It is suggested that higher values of SDR,
NSDR, and GNSDR are better.

1http://bass-db.gforge.inria.fr/bss eval/



2) Evaluation Parameters: In order to design a comparative
evaluation method, we came up with two parameters, window
size, N , and cutoff frequency, c0. A number of different N
– e.g. 512, 1024, 2048, and 4096 – is used when performing
STFT of the mixture signal, x, before finding the repeating
period p. We also assumed that high-pass filtering voice signal
would result in better performance and set c0 to be 0, 100,
and 200 (Hz). Therefore, we ended up obtaining 12 different
GNSDR values for all the combination of our parameters and
the results are shown in Figure 3. Note that the results from
[1] are also included for comparison purpose.

3) Result: It can be found from Figure 3 that values are
higher as c0 is low. This contradicts with results found in [1]
as well as with intuition since singing voice rarely happens
in low registers of frequency bins. Regarding the large gap
between c0 = 100 and c0 = 200, it can be interpreted that
the cutoff frequency being 200 (Hz) actually was so high that
some vocal signals were removed and that resulted in worse
performance, which also explains why the values got worse
as N increased, while it was the opposite in the other cases.

Fig. 3. GNSDR values for different combination of parameters. It is found
that GNSDR is the highest when N = 4096, c0 = 0 with 0.06. R denotes
results from [1].

B. Pitch Estimation

1) Performance Measures: To evaluate the pitch estimation
of the separated vocal audio, we measured the error rate of our
results. For each data, we divided the number of incorrectly
estimated frames by the number of total frames to obtain the
error rate, where each frame was treated as incorrect if the
distance between the estimated pitch and the ground truth was
larger than a half-step. Then we calculated the average error
rate, weighted by their lengths, and the maximum error rate
over the dataset.

2) Evaluation Parameters: As mentioned earlier, we in-
corporated several processing steps before and after the pitch
estimation stage. To show each step improves the performance,
and to find the best combination, we measured the average
and the worst case error rate varying six parameters, STFT
window size N , cutoff frequency fHP , local energy threshold
E, ACF value threshold R, moving median filter frame size

W , and whether or not we discard the pitch outside the
typical vocal range. The system was evaluated for every
combination of N ∈ {256, 512, 1024}, fHP ∈ {0, 200},
E ∈ {0, 0.3, 0.5, 0.7}, R ∈ {0, 0.05, 0.1, 0.15}, and W ∈
{1, 5, 11, 15} and we only included a few results to clearly
make our points.

3) Result: As can be seen in Figure 4, each processing
step generally improves the pitch estimation performance for
the three given window sizes. In Figure 5, we can find the
optimal parameter ranges for different N values. One thing
to note is that the average performance is better when N =
256, while the worst case performance is better when N =
512. This would mean that the performance of a parameter set
varies a lot depending on the actual separated voice signal.
In general, better average performance would be preferred.
However, especially when the difference in performance is
marginal, 20% improvement of worst case performance may
be desired.

Fig. 4. The error rate decreases as each processing step is added. a: ACF
pitch estimation on the raw separated voice, b: with HPF at 200Hz, c: with
HPF and pitch range limit, d: with HPF, pitch range limit, and local energy
threshold 0.3, e: with HPF, pitch range limit, local energy threshold, and ACF
value threshold 0.05, f: with HPF, pitch range limit, local energy threshold,
ACF value threshold, and moving median filter over 5 frames.

Fig. 5. Evaluation results with different parameter sets (N,E,R,W ). All
sets use fHP = 200 and pitch range limit. a: the optimal set, (256, 0.3, 0.1,
15) b: (256, 0.3, 0.05, 15), c: (256, 0.3, 0.1, 5), d: (256, 0.3, 0.1, 11), e: (256,
0.3, 0.15, 15), f: (256, 0.5, 0.1, 15), g: (256, 0.7, 0.1, 15), h: (512, 0.3, 0.1,
5), i: (512, 0.3, 0.1, 11), j: (512, 0.3, 0.1, 15)



V. CONCLUSION

In this study, we successfully completed two tasks: 1)
singing voice separation and 2) pitch estimation of extracted
vocal melody. We measured the performance of each algorithm
by various combinations of parameters and comparing the
results with the ones found on literatures. We found that the
singing voice separation system returned a comparable result
with the GNSDR (dB) value at 0.06, compared to 1.7 in [1].
Pitch estimation algorithm also returned 67% accuracy with
the optimal parameter set, although the overall error rates were
higher than found on other literatures. However, this is because
the voice separation process was not perfect and the leaked
music signal would have large impact on the pitch with ACF
method, as it can only find a single maximizing lag for each
frame.
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