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1 Introduction

Language modeling is a crucial part of Speech
Recognition. Statistical language models assign
probabilities to word sequences. Hence a language
model tells us how likely a sentence is in a cer-
tain language and offers a mean to verify whether
a sentence is correct. This can be of a great use in
Speech Recognition especially when words have a
similar sound. Language models account for the
context of words and are likely to choose correct
interpretations of similar sounding words. In this
project we want to test the quality of language
models generated from different corpora. Lan-
guage model are generated by word counts over
corpora. These language models follow certain
standards in their formatting. Only a limited num-
ber of such corpora exists and they are also not
huge in size and contain thus only a fraction of ex-
isting words. The language models are hence most
likely not good for arbitrary domains but the do-
mains that are contained in their corpora. Further
generality in such models can be achieved with
good back off models, which learn how to handle
unknown words and unknown n-grams. In this pa-
per, we try two different approaches for combining
language models. In our first approach, we com-
bine the training data of the different corpora and
create a language model out of the merged training
data. Our second approach is building an interpo-
lated language model generated from the language
models of each corpus. We measure the quality
of our multi-domain models by testing on in- and
out-of-domain test sets.

2 Data

Our data consists of 4 corpora. We use 3 of the
corpora for training and in-domain testing and 1
corpus for out-of-domain testing. The 4 corpora
vary in their domains and generality. The texts
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also cover different time spans. A brief overview
of the corpora is as follows:

2.1 Berlitz

The Berlitz corpus, sourced from the Open Amer-
ican National Corpus (OANC) collection1, con-
tains 49,255 lines and a total of 1,078,392 words.
In order to keep the corpora comparable, we re-
duced it by picking 47,311 random lines contain-
ing 1,035,675 words. It is a collection of travel
guides for different cities and different countries
worldwide. It contains information about the
destinations, sights, and history, as well as an
overview of restaurants, bars, hotels, and activ-
ities. Because it covers region-specific topics,
many proper nouns in this corpus are not found
in the other corpora we used.

2.2 Brown

The Brown corpus2 is probably the most diverse
of the 3 training corpora, covering up to 15 dif-
ferent genres of texts, of which some overlap with
Berlitz and Slate, all published in 1961. It has a
size of 55,295 lines containing 1,037,658 words.
With topics ranging from Politics to Fiction, the
corpus itself is very inhomogeneous.

2.3 Slate

The Slate corpus is also from the OANC and is the
largest in size among the three, containing 235,664
lines and 4,353,927 words. We trimmed it down to
a size of 55,375 lines containing 1,035,426 words.
Slate is a collection of 4,694 articles of an online
journal published between 1996 and 2000. Cov-
ered topics include News and Politics, Arts, Busi-
ness, Sports, Technology, Travel, and Food.

1http://www.anc.org/data/oanc
2http://icame.uib.no/brown/bcm.html



2.4 Wall Street Journal
The portion of the Wall Street Journal (WSJ) from
the Penn Treebank Project3 that we used contains
about 49,206 lines and 1,124,672 words. It is a
collection of the WSJ articles from the late 1980s
and covers a very broad selection of topics. This
corpus is just used for out-of-domain validation
and testing in our experiments.

To be able to successfully compare and merge
the corpora, we had to normalize the corpora first.
Most of the corpora were different in formatting
and their set of tokens. The following normaliza-
tions were performed on the corpora:

• Lowercasing

• Removing symbols and punctuations (except
diacritics, hyphens, apostrophes, dots in short
forms such as ‘e.g.’, and ‘&’)

• Tokenization of ’s, ’d, ’m, ’ll, ’re, ’ve, ’em,
’til, n’t, ’n’, ’all, and o’

• Transcription of numbers: e.g. 1→ one

3 Approach

We split each of our 3 training corpora into a train-
ing, validation, and test set by randomly choosing
lines such that for every corpora we obtain a train-
ing set containing 80% of the words, a validation
set containing 10%, as well as a test set containing
10%. The sizes (in words) of the resulting sets can
be seen in table 1.

Corpus Training Validation Test
Berlitz 826,682 104,562 104,431
Brown 827,271 105,238 105,149
Slate 826,550 105,619 103,257

Table 1: Corpora Splits

Before combining the different corpora, we
tested the performance of every single model on
each corpus validation set. As evaluation metric,
we chose the perplexity, defined as:

2H(p) = 2−
∑

x
p(x) log2 p(x)

where p(x) is the likelihood calculated by the lan-
guage model.

The perplexity indicates how good models are
in predicting samples. Perplexity is commonly
used as a quality measure for language models.

3http://www.cis.upenn.edu/ treebank

3.1 Cross-Domain Performance of
Single-Corpus Models

We achieved the best results for all models by cre-
ating language models with 5-grams and Kneser-
Ney smoothings (Kneser and Ney, 1995). Table 2
shows the results of our cross-domain tests.

As expected, the in-domain perplexities are in
all cases significantly better than out-of-domain.
Especially the Berlitz corpus shows the gap be-
tween in-domain and out-of-domain clearly. The
specific topic and repeating structure of its content
lead to not only a low in-domain perplexity but
also very high out-of-domain perplexities due to
the big difference in topics. Clearly Brown and
Slate have a higher in-domain perplexity because
they are inhomogeneous corpora, which yield a
better performance in their out-of-domain tests.
Especially on the WSJ corpus they perform a lot
better because they cover related topics.

To understand the results better we took a look
at the out of domain words and especially the Out-
Of-Vocabulary (OOV) rate. The OOV-rate puts the
amount of the OOV words in relation to the words
in total. This is an indicator for how related differ-
ent corpora are. This can be seen in table 3.

A look at the OOV rates shows a correlation
to the perplexities, but also reveals other informa-
tion. Slate and Berlitz are very different in their
vocabulary and can thus be complementary when
it comes to learning a language model. Slate also
seems to be closest to the WSJ corpus. Hence it
can be very helpful in creating a good merged lan-
guage model for the WSJ corpus. This is also re-
flected by the fact that Slate has the lowest per-
plexity on the WSJ validation set.

3.2 Language Model from Merged Training
Data

Our first approach is to merge the training data
and build a single language model. Merging
the training data from the three corpora, we ob-
tained a big training corpus consisting of 126,414
lines and 2,480,503 words. Then, in the same
way as with the single-corpus models, a 5-gram
language model with Kneser-Ney smoothing was
constructed.



Validation
Training Berlitz Brown Slate WSJ Average Average (Cross-Domain)
Berlitz 233.0 725.5 853.3 1210.6 604.0 789.4
Brown 562.3 359.8 560.4 693.2 494.2 561.4
Slate 629.8 502.3 374.0 627.9 502.0 566.1

Table 2: Cross-Domain Perplexities (averages exclude WSJ)

Validation
Training Berlitz Brown Slate WSJ Average Average (Cross-Domain)
Berlitz 2.49 7.06 9.15 6.24 6.41 8.10
Brown 8.60 2.13 6.96 3.93 5.90 7.78
Slate 8.96 5.12 2.50 2.97 5.53 7.04

Table 3: OOV-Rates in % (averages exclude WSJ)

3.3 Interpolated Language Model
Our second approach is combining three single-
corpus language models that were created previ-
ously. One advantage of this method is that we
can decide how much of each model we want in
the resulting model. In other words, we can cre-
ate different mixes of language models with the
weights w1, w2, and w3, for Berlitz, Brown, and
Slate, respectively, in the following way:

p(x) = w1p1(x)+w2p2(x)+w3p3(x)
(w1+w2+w3)

where p1(x), p2(x), and p3(x) are the likelihoods
calculated by the single-corpus models.

To find out the best set of weights on the
validation data, we tried grid search. Since there
are three weights to decide, meaning we have
to do a three-dimensional search, we first used
coarsely spaced grids to find out the meaningful
range of the values, and proceeded with finer
grids. The flat weights of w1 = w2 = w3 = 1
were used as a reference.

On the combined validation data, sourced from
the three corpora, which is our in-domain data, it
turned out that having any ratio higher than 1.1:1
results in a high perplexity. Also, we found out
that w2 must be slightly smaller than w1 and w3

to yield a good model. Our fine grid search was
done with setting w2 = 1 and varying w1 and
w3 by 0.01 increment between 1 and 1.1, and we
found a local optimum at w1 = 1.08, w2 = 1, and
w3 = 1.06, as shown in figure 1. However, the
perplexity of 367.172 that the optimal model gave
is almost identical to the reference perplexity of
367.231 from the equally mixed model. It means
that we need an almost flat mix of three language

models to obtain an interpolated model that has a
good in-domain performance.
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Figure 1: Grid Search Result on In-Domain Vali-
dation Data

On the out-of-domain data, the WSJ corpus, we
needed a different recipe. With a coarse search,
we found that w1 is the one that has to be smallest
and w2 and w3 must be relatively larger. After the
coarse search, we did a fine grid search with ex-
ponentially spaced grids, as shown in figure 2, and
found the optimal model with w1 = 1, w2 = 3.48,
and w3 = 5.28. The small w1, compared to w2

and w3, tells that Berlitz being too specific can po-
tentially hurt the performance of the interpolated
model if mixed in too much, when the target do-
main is a general one.
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Figure 2: Grid Search Result on Out-Of-Domain
Validation Data

4 Results

To obtain our final results, we tested our models
on test sets for our in-domain corpus and our out-
of-domain corpus. For the in-domain evaluation,
we merged the test sets of the Berlitz, Brown, and
Slate corpora. For the out-of-domain evaluation,
we took parts of the WSJ corpus as test set. Table
4 shows the size of the merged sets and the WSJ
sets.

Data Size OOV-Rate
In-Domain Dev. 315,419 1.55
In-Domain Test 312,837 1.57

Out-Of-Domain Dev. 112,794 1.85
Out-Of-Domain Test 111,613 1.96

Table 4: Sizes and OOV-Rates of Evaluation Data

4.1 In-Domain Results

Data Merged Interpolated Oracle
Dev. Set 353.08 367.17 -
Test Set 350.10 364.55 364.54

Table 5: In-Domain Model Perplexities

Table 5 shows the result of the tests on the
combined in-domain test set. On our develop-
ment set, as well as on our test set, the merged
model achieved better results than the interpolated
model. Our interpolated model reached a perplex-
ity which is almost as good as the oracle. The
merged model outperforms both.

An important factor here is that all 3 mod-
els, which are combined in the interpolated mod-

els, have been smoothed before being interpolated.
This seems to have a negative effect on the qual-
ity of our model. For in-domain, it seems to be
of higher value to firstly combine the training sets
and create a language model out of the merged
model. It seems that the benefit of merging the
vocabularies of the 3 different corpora vanishes in
this case because of the smoothing.

Also, from the fact that the best performance
was achieved when the weight factors were nearly
flat, we can infer that the flexibility of being able
to make different mixes was not useful for in-
domain data. As the weight for a certain corpus
decreased, the perplexity of the interpolated model
seemed to increase on the portion of the test data
that came from the same corpus, resulting in a de-
graded overall performance.

4.2 Out-Of-Domain Results

Data Merged Interpolated Oracle
Dev. Set 608.77 564.35 -
Test Set 604.11 558.36 558.35

Table 6: Out-Of-Domain Model Perplexities

The results of the out-of-domain tests on the
WSJ can be seen in table 6. They clearly show
that in this case for the out-of-domain corpus, it is
better to use the interpolated model. While both
models benefit from the extended vocabulary,
here it is more beneficial to prioritize the corpora,
which are closest to the target corpus, by giving a
higher weight. The weights are anti-proportional
to the OOV-rates that the different training corpora
have on the test corpus. Best results are reached
when Berlitz has a considerably small weight.
Since Berlitz is the most distinct of all corpora, it
adds the least value to the language model.

The performance of the model that reaches the
best results on the development set is very close
to the oracle. It outperforms the merged model by
far. Interestingly the performance of the language
model is better on the test than on the develop-
ment set. This most likely means that the test set
is closer to the training set than the development
set.



5 Conclusion

We tried two different approaches for multi-
domain language modeling in this paper, and had
different results for in-domain and out-of-domain.
Although merging the training corpora first and
creating a language model out of it had a better in-
domain performance, there are a few reasons that
this method is not favored over the interpolation
method for general use. Firstly, it is not always
possible to gain access on the raw corpora. In
case that we only have a pre-built language model,
we cannot turn the model back into the corpora,
hence this method is not applicable. Secondly, the
out-of-domain performance is a better indicator of
how good a model is in general, unless the domain
of interest is extremely specific. Lastly, the in-
terpolation method gives us a great flexibility via
corpus weights, which the merging method lacks.
This did not turn out to be beneficial for the in-
domain test, but generally, it offers a broad range
of options that can be optimized for the target.

However, optimizing the weights can take a lot
of time. We had three corpora in our experiment,
but if there were more, the fine grid search would
have not been feasible due to the number of the
weight combinations. For this reason, we found
combining three corpora is the best compromise
between the time-efficiency and the broad cover-
age of the domains.

The amount of training data is crucial for bet-
ter results. Larger corpora and especialy training
sets will lead to a better perplexity. Still this test
shows that interpolating different language models
can be a good approach of modeling more general
language models.
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